
Elaborated Logistic Regression 
(Revised Spring 2020) 

 
Load the frogs dataset 
 

frogs <- read.table(file.choose(), header = TRUE) 
 
Visualize the problem 
 

plot(northing ~ easting, data = frogs, pch=c(1,16) [frogs$pres.abs+1], xlab = 
"Meters east of reference point", ylab = "Meters north") 

 
This code produces a simple map of the sites relative to each other and the 
presence (filled) or absence (hollow) of the frog at each site. Note that most of the 
occupied sites are on the east edge of the study area – suggesting some 
geographical influence on occurrence.  

 
An assessment of assumptions 
 

Linear combinations of variables 
 
library (car) 

 
scatterplotMatrix(~pres.abs + distance + altitude + NoOfPools + NoOfSites + 
avrain + meanmin + meanmax, data = frogs) 
 
None of the variables appear to be a linear combination of the other variables.  
However the correlation between altitude and meanmax seems like it could be 
highly correlated which might indicate a problem with collinearity.  Several of the 
variables appear to have significant skew, but this should not be an issue in 
logistic regression.  

 
 
Performing the Logistic Regression 
 

frogs.glm <- glm(pres.abs ~ distance + altitude + NoOfPools + NoOfSites + 
avrain + meanmin + meanmax, family = binomial, data= frogs) 
 
frogs.glm 
 



summary (frogs.glm) 
 
The results of the logistic regression suggest that distance and NoOfPools  
significantly impact the occurrence of the frog. Meanmin is also very close to 
being significant.  We should repeat the analysis excluding the non-significant 
independent variables.  We should also consider including altitude or meanmax as 
the tight correlation between them might be obscuring a relationship between one 
of them and the occurrence of the frog.  We will include meanmax as it probably 
most directly influences the occurrence of the species – terrestrial organisms are 
rarely affected by altitude directly.   
 
frogs.glm1 <- glm(pres.abs ~ distance + NoOfPools + meanmin + meanmax, 
family = binomial, data= frogs) 
 
frogs.glm1 
 
summary (frogs.glm1) 

 
All of the variables included in this model contribute significantly.  However, the 
intercept is not significant.  This suggests that we might have issues with overall 
model fit – assessed later.   

 
Assessing the fit  

 
Assessing lack of fit 
 
<install the rms package. 
 
frogs.lrm <- lrm(frogs.glm1, data = frogs, y = T, x = T) 
 resid(frogs.lrm, type = "gof") 

 
This code performs a le Cessie-van Houwelingen normal test.  If the probability 
associated with the statistic had been less than our significance level (p < 0.05) 
then our model would not be valid.  However, since the probability associated 
with the statistic is greater than our significance level (p > 0.05) we can proceed 
with assessing our model.  

 
Assessing dispersion 

 
sum(residuals(frogs.glm1, "pearson")^2 ) / frogs.glm1$df.residual 



 
An assumption for the binomial family of GLMs is that the dispersion be close to 
one.  If the dispersion is greater than 1 (~1.2), then the data would be over-
dispersed and would violate the assumption. .  Over-dispersion distort the 
standards errors for the coefficients and lead to inaccurate conclusions.   Our 
dispersion is nearly 1 so we do not have to worry about over-dispersion.  If our 
value had been greater than 1.2 (a common cutoff value – though there is no 
general agreement), then we would need to redo our model replacing “family = 
binomial” with “family = quasibinomial.”. If the dispersion, is less than 1 the data 
is under-dispersed – there is very little advice on how to deal with under-
dispersion.  General, it is not a cause of worry. 
 
Assessing linearity 

 
In the linear models we have performed so far, we could assess linearity with 
biplots of the dependent and independent variables prior to the analyses.   
However, with logistic regression the assumption of linearity is associated with 
the logits of the independent variables which is much harder to assess prior to the 
analysis.  We can assess the model after the analysis.    

 
crPlots(frogs.glm1, ask = F) 

 
The blue dashed line represents the expectation of the technique and the magenta 
solid line represents the performance of the model.  Our model is performing very 
well as there is excellent overlap in the red and green lines. How much deviation 
is allowed?  There are no hard rules and I have seen some awful graphs where the 
researchers said they supported the assumption of linearity.  

 
Assessing outliers 

 
Careful screening of the data should be done prior to the analysis, but we can also 
assess outliers after the analysis.   

 
influence.measures(frogs.glm1) 

 
Several of the hat values are flagged (*) for attention.  All of the Cook’s D values 
(actually Dfbeta – equivalent to Cook’s D for GLM) are less than one except for 
the last case (case 163) which is greater than one.  We should remove the 
offending point and repeat the analyses and assessment.  We are not going to for 



this exercise, but should if something similar happens in with your own data 
analysis.    

 
 

Comparing the full and reduced models  
 

We constructed two models: frogs.glm and frogs.glm1.  The first model included 
all of the independent variables.  The second model included a subset of the 
independent variables included in the first model. We need to compare the models 
to assess whether the reduced model (second model) is worse than the full model 
(first model).  
 
anova(frogs.glm, frogs.glm1, test = "Chisq") 
 
There is no significant difference in the performance of the reduced model 
compared to the full model (p > 0.05).  We can use either model with equal 
confidence, but we should probably prefer the reduced model as it is more 
parsimonious.  

 
 

Cross Validation Error Rate 
 
library(boot) 
frogs.err <- cv.glm(frogs, frogs.glm1, K=6)$delta 
frogs.err 

 
This procedure divides the original data into six roughly-equal parts and then 
reconstructs the reduced model six times leaving out each part once and checking 
the predicted occurrence of the species against the known occurrence of the 
species for that part of the data.  Our results suggest that model is wrong about 
12% of the time.   


